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What We Know and (Generally) Agree On

Our goal is to examine the practicability of a specialized computational system and

modeling framework that supports frontier Earth system science research and climate

simulation & projection, including ensembles, using kilometer-scale global resolution
o This pre-summit intensive is to gather the engineering requirements for such a

system and we are not weighing in on what manner of system might meet those
requirements. It could be a completely COTS (commercial off the shelf) solution
or a system that might require various specializations. This cannot be determined
until we understand the requirements.

There is general agreement that it is impractical to create a full custom design
because the ecosystem costs and schedule are entirely impractical to cover.
Several advanced packaging technologies are coming online (e.g., chiplets) and
mainstream platforms might be willing to allow 3 parties to insert specializations
contained on those chiplets into their platform. We can evaluate the cost/benefits
of that approach if specific and targeted specializations are identified.

This pre-summit intensive is focused on cloud system resolving physics-based
simulations of climate. A separate pre-summit intensive is being held on artificial
intelligence and machine learning, and several individuals attending that intensive also
are attending this one.

o Al is a potentially powerful disruptive technology that potentially could change

the game for climate modeling in the way that it may transform weather
forecasting.

However, the question of where Al can be applied for maximum impact and what
it can and cannot do is itself a very deep question that requires its own activity to
consider.

Using the information gathered from the Earth Systems Modeling (ESM) pre-summit
intensive, we need to develop metrics and simplified projections that link ESM
performance requirements to hardware architectural requirements (e.g., how much
memory bandwidth, or compute throughput, are required to achieve an ESM performance
requirement at a given resolution?).

o

©)

This requires a model to translate ESM objectives for practitioners and
researchers into hardware measures that can be understood by hardware
architects.

Analytic/spreadsheet performance models are a very powerful way to achieve this
goal. Thus, we will start with the rough spreadsheet model to identify pain points
are and those aspects not requiring our focus.



o The model can be supplemented by instrumentation of ESMs to corroborate
projections.

The question of whether we need to reconsider both how the codes are written and even
the underlying algorithms and precision came up in both the ESM and Computational
Systems pre-summit intensives.

o The ESM intensive is best equipped to answer this question, and the answer is
“everything is on the table” — code rewrite and reconsideration of algorithm
choice and numerical precision.

o However, this is not a research project, so any such design/engineering choices
must be backed by ample evidence that such an engineering solution exists rather
than exploration of open-ended research questions.

Is considering the atmospheric component enough? Generally, the answer is that it is a
good proxy to broader requirements because it is the dominant component in terms of
resource requirements.

o The climate coupler could be a bottleneck, but it can be rewritten and well
understood engineering methods exist to address the load imbalance and coupler
load.

o The atmosphere and ocean components could potentially operate at the same
resolution and use the same grid as the atmosphere in order to simplify coupling
among the most dominant components.

o Current chemistry models tend to be dominated by advection because of the
addition of multiple passive tracers, though stiffer rate equations could change
that and are well suited to GPUs. Future atmospheric chemistry requirements
remain uncertain in terms of computational complexity as they are different from
the PDEs on structured grids used by the dynamical core.

Strawperson Requirements

Considerable work has been accomplished with regard to cloud resolving climate model
requirements. The following papers in particular are important for the summit.
o M. Wehner, L. Oliker, J. Shalf, D. Donofrio, L. Drummond, et
al., "Hardware/Software Co-design of Global Cloud System Resolving
Models", Journal of Advances in Modeling Earth Systems (JAMES), 2011, 3,
M1000:22, doi: 10.1029/2011MS000073
o Torsten Hoefler, Alexandru Calotoiu, Anurag Dipankar, Thomas
Schulthess, Xavier Lapillonne, Oliver Fuhrer, “Towards Specialized
Supercomputers for Climate Sciences: Computational Requirements of the
Icosahedral Nonhydrostatic Weather and Climate Model” on ArXiV at
https://arxiv.org/abs/2405.13043
The ESM intensive collected a table of requirements for existing cloud-resolving-capable
codes and this information will be presented at the summit.
Participants independently provided strawperson models for a target 1 km resolution
system that largely identified the same (similar) set of requirements.
o Resolution
= 1.25 km mesh as minimum requirement for cloud system resolving
models.
= This comes to ~100M atmospheric “columns.”
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o Number of vertical layers
= ~100 for a standard model
= ~256 for a high-top model that gets to lower mesosphere.
o Number of prognostic and diagnostic variables is 7-10 (for simplicity 10)
= This is a 2TB state vector for standard atmospheric depth and 5TB for
high-top model.
o Timestep (simulated time) is 7-10 seconds per step @ 1.25km
= The timestep scale to the square of the resolution (not the cube) because
convection in the horizontal direction is dominant.
o Ensemble Size
= Minimum 10 realizations per model per scenario (Maximum <100)
= This may be revised up or down depending on the uncertainty
quantification requirements of the stakeholders and the ability of Al/ML to
provide ensembles at greatly reduced computational expense.
o Production Rate
= 10-100 SYPD (simulated years per day)
= This may also be revised depending on stakeholder requirements. The
industry is more interested in the 10-30-year timeframe, but possible
model spin-up requirements need to be taken into consideration as well.
o 1/0 Requirements
= Hourly (physical time) output for surface air temperature, precipitable
water, integrated water vapor transport, surface specific humidity
15 min (physical time) output for precipitation, surface wind components
Full set of daily and monthly variables per the CMIP6 DECK protocols
Could be reduced precision and compressed.
Checkpoint output rate is dependent on the machine characteristics.
e Rough translation from model Requirements to System/hardware requirements
o Memory footprint:
= 2TB for conventional and 5TB for high-top.
o Memory Bandwidth
= For 1 SYPD must achieve 1 step every 25ms
= Assume the entire state-vector must go from memory to processor each
step at a minimum. But more realistically, based on profiling of dycore,
there are 20 such transfers per step.
= Assingle transfer per timestep at 25ms/step for 1 SYPD for a 100-layer
model comes to 3.2PB/s global system memory bandwidth to meet the
memory requirement.
= HBM3 is ~800GB/s bandwidth (round up to 1TB/s), so a minimum of
4000 stacks of HBM, which is ~1000 NVIDIA H100’s if memory operates
at 100% efficiency. This comes to about 0.7MW max power dissipation.
= 100 SYPD (assuming perfect scaling) would require 100k H100 GPUs
(about 70MW).
= Need to determine from instrumented code what the local problem
footprint is able to achieve in terms of maximum memory efficiency (if
local footprint is too small, the latency to memory might not be fully
hidden, which reduces efficiency



o Compute requirements

= |tis generally agreed that the key kernels in the code operate with a
computational intensity that ranges from 0.1 flops/byte to 10 flops/byte
(most kernels below 1flop/byte of data transferred). Thus, compute
intensity does not appear to be a dominant factor.

= Generally, it is believed that double precision is required for the dynamics
(Navier-Stokes), but single or even half precision may be sufficient for
certain sections of physics. Some have even been advocating fuzzy
arithmetic in some bits which could aid throughput. However, more
research is required.

= |fa GPU or wide-SIMD CPU are not given enough work, they will not
efficiently saturate memory bandwidth.

e Estimates for how many columns/GPU are ~10k-40k/GPU to
achieve peak efficiency.

e Anonymous (and yet to be verified) estimates for CPU are 8k-10k
atmospheric columns per socket for manycore x86 CPUSs.

e Data reuse and computational performance can be recovered
through aggressive loop fusion, but this requires a lot of on-chip
memory to cache the additional volume of variables (3D stacked
caches are appearing in mainstream products that could address
that requirement)

e Needs to be corroborated with studies of instrumented codes.

o Communication requirements
= Communication comes in at 10-20% of execution time (not dominant)
= It can become dominant if scaling out #nodes to the latency bound regime.
= Needs to be corroborated by studies with instrumented codes.

Opportunities and Open Research Questions on Computer Systems for km-Scale Modeling

Stakeholders need to settle on horizontal resolution, SYPD, number of levels and how
many extra variables are required for chemistry to reach practical forecast value.
Memory subsystems appear to dominate computational requirements.
Achieving more stringent SYPD requirements (strong scaling) requires more attention to
how few atmospheric columns per processor can be used to achieve maximum memory
bandwidth efficiency (e.g. latency hiding) and also still be able to efficiently handle inter-
node communication (again, staying out of the latency bounded zone).
All of this preliminary modeling data must be corroborated by instrumentation and
experiments with real codes.
Opportunity: The Al market is paying down the cost of extremely fast memory
subsystems.
o Opportunity to leverage those investments to further climate modeling.
o Risk is that overprovisioning of compute might be drawing unnecessary static
power while being underutilized (energy efficiency challenge)
o Danger that wide-data-parallelism alone will not reach our SYD targets if they are
more stringent than 10SYD.



e Opportunity: Al could be inserted strategically to replace parts of the algorithm that are
otherwise memory bottlenecked and do not require full physics treatment.
e Opportunity: Advanced packaging (such as chiplets) could also enable cost-effective
insertion of strategic specializations into mainstream platforms
o Platforms such as Intel, AMD, and Arm are opening up their packages to inserting
specializations at a much lower price point than respinning an entire chip).
o Need to have a very specific and targeted specialization that could be physically
contained within a chiplet (off-board) rather than within the ISA. This might not
be possible.

Potential Issues on the Horizon

e Stakeholder and ESM requirements might not converge, which would create challenges
for converged engineering decisions.

e Mainstream Al is rapidly moving away from double or even single precision floating
point. Products that have good double precision performance might be less available in
the future whereas the precision requirements to obtain accurate results are not well
understood by the ESM community.



